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Preface

For the people working in the world of data, they face a common issue of fragmentation between 
Data and AI estate. Data Warehouse, Data Lake, Streaming, Orchestration and ETL, BI are not 
connected with each other. This results in high costs and proprietary lock-in. To overcome this 
problem, the industry is moving towards the Open format. Databricks; Snowflake, Microsoft fabric, 
Oracle Heat Wave, IBM Watson have all now come up Lake House – where Data and AI are Unified, 
Open, Secured, One Governance model end-to-end from source to consumer by removing silos 
and having everything at one platform. 

Ekaa Analytics Inc is a partner with Databrick and Snowflake in a mission to democratize Data 
for everyone in an enterprise. It is time Global CIOs and CTOS are considering replacing previous 
Database technology that comes with a baggage of Massive lock-in. Expensive and built for on 
premises. Both Databricks and Snowflake are with open semantic metadata to bring silos between 
Data and Business Teams – so that everyone understands each other’s language and results are 
accurate. 

As a director and Databrick/Snowflake consultant at Ekaa Analytics Inc., I have tried my best to 
put in this publication key announcements and key features of both Databrick and Snowflake. I 
personally had discussions with a number of Snowflake and Databrick engineers, customers, 
and other speakers to reach the point where I can put this small publication that would help our 
friends working in the areas of Data, AI, and Analytics in different industries. 

I can be personally reached at rohit.arora@ek-aa.com for any further questions. I hope that after 
going through this publication, the reader will get a good overview of the Annual Snowflake and 
Data brick Global summit in San Fransciso that concluded last June 2025. 

Rohit Arora
Director & Databrick/Snowflake Consultant at Ekaa Analytics Inc

9.7.2025
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Snowflake Summit 2025
Snowflake Openflow was launched last month in the Summit 25 in San Francisco. Snowflake 
is now more connected platform and can easily ingest lot of structured and unstructured data. 
Oracle is now integrated with snowflake with near real time ingestion. The Openflow is built on 
apache Nifi. Apche Nifi is already proven at massive scale with 8000 enterprise running on Apache 
Nifi. There is obersvability and security at every step.

With Snowflake’s integration service, 
Snowflake is providing enterprises 
with open, extensible and secure data 
integration capabilities that enable real-
time, scalable and bi-directional data 
movement. Powered by Apache NiFi, the 
Snowflake Openflow offers customers the 
option to use a self-contained data plane 
in Snowpark Container Services, as well 
as the ability to run BYOC data planes in 
the customer’s cloud VPC.

Key features for Openflow
•	 Server less 
•	 Low Latency
•	 Focus on bronze layer
•	 Integrated Observability
•	 Multimodal data integration needs for 

AI, analytics and apps 
•	 Intuitive visual interface to build connectivity and integration effortlessly
•	 Proven security with advanced authentication, authorization, anddata in-transit. Bring 

Snowflake governance to integration pipelines.
•	 Deeply observable pipelines with DAG visualization, status monitoring, refresh history 

information

Quick bytes
The Team which has formed Apache Nifi has been acquired by Snowflake. Apache Nifi was 
developed at the national security agency in the US.

Handling Global Data Movement
Across Snowflake and non-Snowflake environments

As launched in Snowflake Summit-25
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Openflow has Over 30 turnkey connectors 
and 200+ processors, ready to build for 
any connectivity and architecture

Snowflake Summit 2025
With Snowflake open flow and Snowpipe streaming, Data engineer can focus on data and pipeline 
while snowflake will optimize infra. It is very easy now to transform unstructured data from Share 
point connector and convert to table in few clicks. For example, complicated PDF data become 
populated tables in matter of minutes.

Ingestion of Data
1.	 Ingest structured and unstructured data 

seamlessly nto Snowflake
2.	 Consolidate diverse data at the point of 

ingestion to accelerate insights.
3.	 Process files in-place on your cloud 

storage using Snowflake External Stages 
and File References - no data copies 
required

4.	 Streamline multi-source data flows with 
Openflow for Al-powered processing in 
Snowflake.

Quick bytes
Recently launched, Snowflake Gen 2 Warehouse has 2.1x faster analytical workloads + 1.9x faster 
than managed spark

Snowflake for Data Engineering

Snowpipe Streaming for Streaming Data 
Flows:
•	 It acts on streaming data within seconds, 

with an end-to-end latency from ingest to 
query results in 5 to 10seconds.

•	 It Offers multiple ingestion paths - 
including a new REST APIand multi-
language SDKs (Java, Python, and Golang)

•	 It is Serverless and throughput-based 
pricing for predictable TCO

•	 It supports up to 10GB/s throughput per 
table. 

Snowpipe: Files & Streaming
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Snowflake Summit 2025
Snowflake horizon Catalog - is unified and open catalogue for data governance & Discovery. All 
the Data & AI assets rest in this catalogue. Snowflake Horizon Catalog has flexibility to build future 
proof architecture-open catalogue 

It comes with semantic model generator and Robust API. It allows for building customer UI and 
leverage AI agent. 

With RBAC, once can decide which model would be used by whom. There is a continuous 
monitoring, AI based Threat alert, Authentication and Passkeys to secure the data. Bad IP is 
automatically blocked. 

It is interoperable and is used for Sensitive Data monitoring/ Lineage visualization. It has 
compliance with certification of defense IL5, ISO 420001, AI management certification. There is 
disaster recovery management and immutable back up feature in it.

Quick bytes
•	 Snowconvert AI – free of charges – for migrating data to snowflake; make migration easy 
•	 SNOWGRID is a zero ETL data sharing – it can integrated data without having data copies. 

Hence Zero copy sharing/ zero copy integration 
•	 Snowflake notebook – available on all cloud

Architect the data with Governance in mind- Built on Iceberg
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Bring Al Innovation to Your Data with Zero 
Setup
•	 No integrations or GPU infrastructure to 

setup or maintain
•	 Fine-tune and run server less inference 

for. select models
•	 Choose model that best fits your task, 

customization and cost goals 
•	 Run batch operations using SQL or Python 

server less functions inside Snowflake
•	 Use REST API for interactive apps
•	 Control data and function access with 

Snowflake RBAC

Cortex Agent (AI tool in snowflake) has three 
elements – Cortex Analyst (for structured data), 
Cortex search (for unstructured data), and 
Cortex LLm.
•	 AI Agent is an orchestrating agent in 

snowflake
•	 There is Cortex Analyst for Structured 

data. Semantic models are defined in 
DBT project (now inbuilt in snowflake) 
and then are brought into Cortex Analyst. 
After ingestion, DBT project is used 
in snowflake – for building, testing, 
deploying, and monitor

•	 Cortex search works with unstructured 
data and can take data from Google 
drive; Share point, Confluence and other 
common sourced quite easily.

•	 Cortex search API work on embedding 
model

•	 Cortex search option is one of the best 
search option – with accuracy and efficacy. 

•	 The embedding models in snowflake are 
open source.

•	 Steam lit (Default tool in snowflake or 
building app) has Chat bot is in secure 
snowflake environment.

Snowflake Summit 2025
Organization are extracting 
actionable insights from text, 
documents, images and audio 
— all in Snowflake Cortex AI

Quick bytes
1.	 Cortex agrent is coming to Microsoft team 
2.	 Agentic products are available on snowflake market place

Multi-modal is the new standard
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Snowflake Summit 2025
Snowglake Intelligence (a brand new 
experience) is new UI layer built on cortex 
– which is more than a chatbot; it secure AI 
agent, accessible for anyone, for real time 
insight (with visualization)– with thinking & 
reasoning capability along with verified result. 
It can take decision autonomously and can 
perform task. It can draft the email using tools.

Snowglake Intelligence with agentic capability 
can help in mission critical work load. There 
are agentic capabilities that help in knowledge 
assistance/Information extraction. So sooner 
gone would be days, when Data Analyst has 
to move between different dashboards, now 
thousands of trusted agent – which are using 
LLM in safe environment- will do the job very 
quickly for Data Analyst. For the business 
users, the queries can be asked in natural 
language – so no need to ping data team 
and raise ticket. Data engineer can do more 
strategic work then just closing the tickets. 

Snowflake intelligence has access to all data 
sources and it knows who is the user. Agent 
think thought different data sources. Blend 
data sources. Agent has access to live news 
All this built on snowflake horizon. So, a time 
user would have spent on different application 
– going back and forth- would come down 
significantly.

Snowflake Semantic 
Views 
Semantic Views enable high-quality, consistent, 
and governed conversational analytics in 
Cortex Analyst, Snowflake Intelligence, and 
other text-to-SQL clients. It also ensure 
consistent answers across data querying, 
SQL writing, or BI clients, regardless of the 
UI. Semantic Views further support securable 
schema objects with object-level RBAC, 
replication, and DR capabilities. For example, 
if previous models are in tableau, then context 
will be picked from tableau; which will be 
great starting point for semantic view for 
getting accurate results. The semantic layer is 
essential, and it must be vendor-neutral and 
seamlessly integrate with existing tech stack.

Snowflake intelligence has cortex knowledge 
extension to pull data from 200 news 
publication to answer “Why” in the question. 

Snowflake intelligence empowers any user to 
interact with data in natural language and get 
quick easy insights from structured data or 
Un-structured in form of files, images, pdf. Is 
not that good enough for enterprises to make a 
shift towards snowflake?

Snowflake Intelligence
AI-powered Data Agent for Everyone
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Snowflake Summit 2025
Cortex AISQL – AI meets SQL across Multimodel Data by using natural language in SQL

Few lines of SQL needed to solve AI Powered 
SQL. It can do Multi Model Analytics around 
Text, Image, Audio File together. Users can 
easily interact and analyze thousands of PDF 
documents in multiple language to solve 
problem faster than what we can imagine. 
Cortex AISQL seamlessly integrate with 
different data types from text to images

AI SQL unifies multimodal data in snowflake 
and analyze data. Democratize AI and empower 
Analyst to perform any AI engineering task 
using AI_Complete. Also it quickly automate 
recurring tasks using AI task specific function

Analyzing unstructured data 
is as easy as SQL

Extract key themes from documents

Quick bytes
Snowflake workplace	 –	One stop UI to work across files
Snowflake Marketplace	-	 750 providers that are listing over 300 products in different categories
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Quick bytes
•	 20,000 Databricks apps user since it was launched in Nov 2024 with 2500 customers

In the summit, the first announcement was 
around Lakebase fully managed postgress 
-for next generation AI agents. It separates 
compute from storage- so one has to pay only 
for the what is used – as compute scale to zero 
when it is not being used. It has high 10K QPS 
and less than 10ms latency. Built on robust 
ecosystems of tools, library and extensions. 
It syncs with Lakehouse with no need for 
custom ETL Pipelines. And it also branches 
database to isolate testing from production.
It helps enterprises in coming out of OLTP 
databases(Oracle, Postgress, My Sql) – where 
data used to get locked. It is connected with 
development work flow and allow one to have 
quick analytics. 

Databricks Apps

•	 Built on everything in databricks – so 
brings out data intelligence

•	 One click integration with Lakebase

•	 Secured and Governed- resources level 
governance though unity catalog

•	 Open ecosystem – works with python; 
supports Java scripts with Node and Read

Unity Catalog 

Unity Catalog (UC) brings bring all assets – 
structural table; unstructured files; ML model; 
AI Tools, MCP tool, AI Agents, Dashboard at one 
place. All other competitors of Databricks are 
now building catalog based on the success of UC- 
which was launched 4 years back. Not only assets 
in Databricks are managed with ease, but it also 
manages data outside databrick environment 
with same governance. It is completely in open 
format, there are easy ways to discover data and 
manage computation cost in UC. It can also read 
and write from external engines.

databricks Data + AI Summit 2025
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databricks Data + AI Summit 2025
Unity Catalog is best catalog for Apache 
iceberg as it can read and write from external 
engineer. It does cross organization sharing 
and deliver iceberg data outside faster

Iceberg managed tables
Datalake comes with low cost object storage
We can use UC as iceberg catalogue where 
we can create iceberg managed tables and 
do governance. So get data from external 
engine and read /write that data. Any iceberg 
engine (snowflake kafka, clickhouse; EMR, 
Trino, Presto; Spark) can R/W to UC. ETL 
performance is 5 times better with UC

Unity catalogue metrics-a semantic layer that 
enables same definition for data analyst/ data 
scientist and Business intelligence. Removing 
silos between data and business users with 
single source of truth. It can be centrally 
governed. Same definition for everyone.

Unity catalog discover is curated internal 
marketplace of certified data products and 
grouped by domain. One can see top users, top 
joints and easily request access. It is easy to 
find asset in UC.

Delta sharing is protocol for sharing data
Unity Catalog iceberg can share data with delta 
sharing eco system (spark, tableau, power 
BI, excel etc)- so tables shared to any delta 
sharing recipient. Consume delta share for any 
table on any iceberg rest API

Data Governance in UC is killing following 
problems: 
•	 Sensitive data being overexposed or very 

locked down
•	 Data practitioners aren’t sure who they 

need to request access to
•	 No one knows who owns what 
•	 Responsibilities of managing metadata 

and access are unclear 
•	 Users request access to unmaintained 

assets
•	 Lack of classified data and manual work 

around classification

Integration of technical and business catalogue
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Lakeflow unites Data Engineering by 
orchestrating production work flows. It easily 
ingest enterprise data and efficiently reshape 
and clean data. Spark Declarative pipeline 
can build end to end pipeline with few lines 
of SQL. Lakeflow connect supports lot of 
applications and database. One can ingest data 
at one place by pointing and clicking. So get 
data from anywhere without worrying about 
infrastructure. It has low TCO as it only load 
new data and governed with Unity catalog. Lake flow Declarative pipeline – Efficiently 

clean; reshape and join data (DLT is now Lake 
flow Declarative pipeline) – so it is open source 
with no vendor lock in with power of spark 
ecosystem and simple ETL. It is running well 
from last 4 years

There is automatic incremental ETL and 
process only changes – so less cost

One of the trusted Orchestrator for the lake 
house with over 14000 customer

With Zero bus – Direct write API for unity 
catalogue – there is no need for bus like kafka 
or Kinesis. Data comes directly from Cloud/ 
Edge/ IOT. Terabyte of data can come quickly at 
near real time in minutes in UC.

databricks Data + AI Summit 2025

Quick bytes
•	 DLT being open sourced as Declarative 

pipeline inside Spark
•	 Real Time mode to Apache Spark
•	 2000 active customer using lakeflow 

connect
•	 Apache 4.0 launched
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Migration to Databrick

Lakebridge allow to work across different 
SQL dialects, quickly scans different schemas 
– and so it has accelerated migrations of 
comple legacy data warehouses. It would solve 
problem around migrations that generally 
exceed budget and timelines because code and 
model are complicated and not well defined. 
With Lakebridge, it will be very easy to move 
from Data Warehouse to Data Lake house. 
This is free open migration tool. It works with 
Cloudera Impala, Oracle Exadata, Teradata, 
Microsoft SQL Server, Amazon Red shift, 
Google Big Query, PostgreSQL, Snowflake, and 
IBM Db2

Lake flow designer (No Code Data 
Engineering) a visual editor that delivers 
production quality ETL for both data engineer 
and business Analyst. No code ETL that import 
spreadsheet and transform data using drag 
and drop. It translates and classify Data with 
AI using Databrick Assistant. It brings together 
Data Engineer and Business Analyst. Analyst 
and Engineer can built together without any 
rebuilt/rewrites. Business Analyst can use 
function like “transform by example” in natural 
language. Edit SQL visually or in code (by 
typing in natural language); so it Is Shared 
and collaborative workflows. All pipelines 
run as Lakeflow with unified governance, 
observability, and scale. There is boasted 

databricks Data + AI Summit 2025

productivity with AI grounded in metadata, 
lineage, and context.

Lake flow has IDE and it supports CI/CD/ 
Orchestration. This new IDE for data pipeline 
works fast with AI assisted development.
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Databrick Sql
It is next generation data warehouse – which is 
Open, Unified and comes with lowest TCO-with 
AI Driven perofrmance. It is serverless and now 
25% faster at no additional cost. It can be used 
for multi table transactions, stored procedure 
and for variant grospatial data types

It is completely open by design as it runs on 
Delta Lake and Apache Iceberg. With unity 
catalogue Databrick SQL read and write from 
any engine.

Agent Bricks
It is a production AI agents that auto optimize 
the data. The information extraction agent can 
parse thousands of documents and extract data 
points without writing single line of code. Multi 
agent supervisor orchestrate expert Agents 
that can answers complicated questions and 
take action. It uses advanced techniques in AI 
to build system that improves with feedback. 
The feedback on quality can be given in natural 
language. It can be used on both structural and 
unstructured data.

databricks Data + AI Summit 2025

Quick bytes
•	 MCP (Model Context Protocaol) servers can be managed on Databricks App 
•	 ML Flow 3 launched – which is designed for Gen AI 
•	 60% of fortune 500 uses Databricks Sql
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Databricks AI BI (Business Intelligence) was 
launched 1 year back, now it has grown to a 
full fledge Visualization Dashboard with rich 
interactive visualization library, theming, 
Drilling. Cross filtration, integrated forecasted 
and other advanced feature All for free and 
with full integration to the data assets in 
databricks. 

With its intuitive natural language interface, 
Genie is empowering users to instantly access 
critical data without any coding – helping data 
driven insights faster and efficient. Users no 
longer need to hunt data analyst and they 
themselves can find the quick and trusted 
answer. Genie lets one go beyond dashboards 
and allow in querying enterprise data directly 
with open Q and A. It has the capabilities to 
maintain context between session to follow 
up on research. It gives response in natural 
language, Data tables, and Visualization. In 
a way it talks with your data to explore any 
questions.

In the summit, Genie Deep Research was 
launched that can answer deep reasoning 
question such as “How can we hit our Q3 
targets?” or “why did sales drop”. 

Databrick one for consumer is a 
brand new experience designed 
for business users – it is not only 
for AI BI but also for apps

Genie Knowledge extraction 
1.	 User ask a new question
2.	 Genie asked for clarification
3.	 User clarifies definition 
4.	 Genie Generates an answer
5.	 User validate the answer
6.	 Genie extract new knowledge
7.	 User Validates
8.	 Genie Learns

databricks Data + AI Summit 2025

Quick bytes
•	 81% of customer use Genie
•	 98% of customer use assistant
•	 Databricks free edition is launched – for someone to experiment with Data and AI use cases

Genie Deep Research

Asking Genie
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Key Feature Announcements made by Databricks & 
Snowflake in the SF Summit- June 25 
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What Databrick and Snowflake has to offer post 
Summit Announcements ?

Databricks Technology Snowflake Technology Remarks

Creator of Spark part of Databricks. 
Apache spark, Delta lake, Iceberg 
and Ml flow are open source

Creator of Nifi part of 
Snowflake. Nifi/Iceberg/ 
Apache Polaris are open 
source

Open source platforms

Unity catalog for managing data 
assets and governance 

Horizontal Catalog for 
managing data assets and 
governance 

Catalog

Lake flow Connect 
(ingestion)/ Declarative 
pipeline(transformation)/ Lakeflow 
Job(Orchestration)

Open flow /Snow pipe 
streaming/DBT project in 
snowflake/Snowgrid for 
Zero ETL data sharing

ETL & Zero ETL Detla 
Sharing

Lakebridge AI- Free tool for 
migration into Databrick

Snowconvert AI –Free 
Tool for migration into 
Snowflake

Free Migration Tool

Sap ERP integration /lakebase built 
on open source Postgres

Oracle ERP Integration /
Snowflake Postgres

ERP Integration and 
Post

Databrick sql Cortex AI Sql AI assisted SQL

Unity catalogue discover Snowflake Internal Market 
place

Simplied Market 
place for internal 
stakeholder

ML Flow Cortex AI AI Engine

LAKEBASE/Databrick Sql New Snowflake GEN 2 
warhouse 

Warehouse Capbilites

Agent bricks Cortex Agent AI Agent 

Databrick App Snowflake Streamlit For Building App

Free edition of Databricks 30 days Snowflake Trial Free version

Semantic model generator Unity catalogue metrics/ AI based Semantic 
Layer 

AIBI work with Microsoft team Cortex AI work with 
Microsoft team

Integration with 
Microsoft Teams

Databrick one (newly launched) Snowflake intelligence 
(newly launched)

Interface for Internal 
stakeholders to ask 
questions on data 
without any code

Manage Asset outside Databrick Manage Asset outside 
Snowflake

Management external 
data
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Why Data Engineering and AI landscape will change 
with Snowflake?
Snowflake has become Universal Open Data 
Platform beyond Data Warehouse and Analytics 
– that can stream data as well as can be used 
for building Apps and applying AI over it. Built 
on Open source (iceberg/ apache Polaris), 
Snowflake is interoperable with no fear of lock-
in any proprietary technology platform. It has 

With Snowflake Proven AI 
Solutions, enterprise can get rid 
of the opportunity cost associated 
with AI Investment. In snowflake, 
with cortex, AI can work in 
scale. For instance, parsing 
of thousand of unstructured 
data in form of PDFs can be 
done easily without writing a 
single line of code and then 
get insights right away through 
inbuilt Stream lit app or through 
newly launches Snowflake 
Intelligence Platform. Snowflake 
is unstructured data platform 
that can process data in place or 
bring it from anywhere with Open 
flow. Analyze multimodal data 
as simply as structured data with 
Snowflake AI

In nutshell, Snowflake is Single 
unified connected platform for 
Data + compute + AI. 

It is easy, connected and can be 
trusted - coming with following 
advantages

warehouse as well as containers capabilities & 
it doesn’t make copies of the data to optimize 
the storage. In addition, one can discover and 
manage asset out of snowflake (in Databricks. 
Oracle, postgress, DBT, Airflow) using 
Snowflake environment though secured data 
sharing.

The snowflake works 
well with SQL, Python, 
Java and Scala. It 
is further in built 
with latest AI/ GEN 
AI models including 
GPT Model (open AI)/, 
Anthropic, Meta llama 
model, deepseek & 
mistral model. All LLM 
Model work in safe 
environment. 

•	 Faster insights & Analyze Data at Scale 

•	 Leveraging AI on its data

•	 Accelerating business growth with AI Agent.

•	 Better economics with one platform for everything

•	 Future-Proof Data architecture 

•	 Governs all Data.

•	 Integration of all types of data 
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Why Data Engineering and AI landscape will change 
with Databricks?
At the moment, the enterprises has several 
data warehouses; some on cloud and some 
and on premise; there are lot of ETL happening 
and enterprise have little of every BI tools. It all 
results in complex architecture with super high 
cost. Efforts to apply AI on data fails after POC 
due to issue in scaling it. 

Because of fragmentation; things move slow 
– there are multiple data storages – with 
their own security model, with have their 
own data and meta data, own security model, 
inoperability is hard. Getting data out is not 
easy

Earlier technology database was built in with 
massive lock in, was expensive and was built 
for on prem. 

Now with Databricks Intelligence platform, the 
Data Team and business team can get away 
from all fragmentation problems. It is helping 
data users get rid of high costs and proprietary 
lock in.

Databricks is one stop for Data warehousing, 
Data lake, Orchestration, ETL, Streaming, 
ML, Gen AI, and BI – all in open format with 
unified governance. Databricks is built on open 
source – Apache spark/ Delta lake/ iceberg and 
Ml flow(use for ML ops). Datarbricks brought 
lakehouse –with storage on open lake which 
is now becoming the industry trend. There 
is complete Governance of all Data Assets 
centrally at one place. Databases will be 99% 
created by AI Agent in couple of years on 
databricks platform – it is dawn of AI software 
revolution. Databricks helps in coming out of 
it on its mission to Democratizing Data + AI. 
With UC matrix view and expanded semantic 
metadata added to unity catalogue will work 
better and will be better governed

Open Source 

Quick bytes
Databricks has 15000 customers already
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